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Abstract. Banks hold plenty of customer information, yet they still base many decisions on data that are hours or even days old. This
paper addresses the problem with the Real-Time Analytic Decisioning (RTAD) architecture, which fuses four elements: a change data
capture (CDC) streaming pipeline, a Delta lakehouse, a centralized feature store, and a machine learning (ML) decisioning engine
governed under Federal Reserve SR 11-7. Drawing on documented transformations at Wells Fargo and PNC Financial Services, and on
benchmarks from a purpose-built reference implementation, the paper reports an end-to-end CDC latency of 4.9 s (P95), online feature
retrieval in 8 ms (P99), a 3.3× improvement in decisioning round-trip time, and a 38% reduction in per-decision compute cost over a daily-
batch baseline. It also describes how the same substrate supports agentic artificial intelligence (AI) workflows under banking-grade safety
constraints without duplicating the regulatory infrastructure already in place.
Keywords. Real-time decisioning; banking analytics; data lakehouse; feature store; MLOps; SR 11-7; change data capture; agentic AI;
champion-challenger; closed-loop learning

I. Introduction
For most of its modern history, a bank's data architecture
reflected its operating rhythm. Transactions happened con‐
tinuously, but decisions were made in batches. Credit limits
were reviewed monthly, fraud models ran overnight, and
marketing propensity scores were refreshed weekly. This
rhythm grew from real constraints in processing capacity
and storage cost. Those constraints have largely dissolved,
but the architecture they left behind remains.

The consequences show up in a few specific places, and
fraud detection is the most visible. A model that scores a
transaction with features calculated from yesterday's behav‐
ior will miss patterns that emerged this morning. A cus‐
tomer who made six small purchases in three foreign cities
over the last two hours does not appear risky if the feature
store only knows about purchases up to midnight. The fraud
losses caused by such stale data are measurable, and the
benchmark presented here shows a 39% reduction once the
data are fresh. Personalization is a subtler version of the
same problem. Next-best-action engines that arbitrate offers
across mobile, web, and contact channels are only as good
as their customer representation. When that representation
is a daily snapshot, a customer who has just moved her sav‐
ings to a competitor may still receive a retention offer 24
hours too late.

The technology is not what makes this hard to fix.
Streaming platforms, lakehouse storage, and feature stores
are mature enough to deploy at scale. The difficulty is inte‐
grating them in a way that also satisfies the governance

requirements of banking regulators. The Federal Reserve's
SR 11-7  [1] treats every quantitative model as a managed
risk and not only as an engineering artifact. A streaming
pipeline that bypasses model validation, or a feature store
that creates training-serving divergence, trades one problem
for another. This paper proposes an architecture that takes
both constraints seriously. Its four main contributions are
(1) a reference architecture that integrates streaming inges‐
tion, a medallion lakehouse, a centralized feature store, and
a decisioning layer behind a single governance plane; (2)
structured before-and-after comparisons synthesized from
publicly disclosed transformations at two Tier-1 US banks;
(3) benchmark results from a representative reference im‐
plementation covering latency, model accuracy, and cost;
and (4) a description of how the same substrate supports
agentic AI under banking-grade safety constraints without
duplicating regulatory overhead.

II. Background and Related Work
Stonebraker and Çetintemel [2] argued that online transac‐
tion processing (OLTP) and online analytical processing
(OLAP) cannot share a single storage engine, and for a long
time the industry treated the question as settled. The lake‐
house pattern  [3] reopens it by adding ACID transactions,
schema enforcement, and time travel to immutable object
storage. Delta Lake [4] is the most widely deployed imple‐
mentation of this idea. The claim is not that one engine now
handles everything equally well, but that the gap between
transactional and analytical workloads has narrowed enough
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for a shared physical layer, with careful zone management,
to become operationally feasible.

Streaming infrastructure gives the lakehouse its real-time
feed. Apache Kafka [5] handles the transport layer, and the
Dataflow model  [6] formalized the event-time semantics
needed to process out-of-order events correctly. CDC
through the Debezium connector family provides the
source-side integration and avoids the polling overhead of
conventional extract, transform, and load (ETL) jobs. To‐
gether, these components make it practical to keep the lake‐
house within seconds of the operational database rather than
hours behind it.

The ML side of this picture was cataloged by Sculley and
colleagues [7], who identified the hidden technical debt that
production ML systems accumulate: poorly tracked feature
definitions, undocumented preprocessing assumptions, and
pipelines that silently diverge between training and serving.
Feature stores emerged as one response  [8]. Open-source
options such as Feast and Hopsworks, and managed offer‐
ings from the major cloud providers, all address the same
core problem: a single feature definition that materializes
into both a historical offline store and a low-latency
online store.

In banking, none of this can be deployed without address‐
ing SR 11-7  [1], which defines a model risk management
framework covering every quantitative method used for esti‐
mation, forecasting, or classification. A streaming pipeline
or a feature computation therefore cannot be treated merely
as infrastructure. It is part of model development and must
be monitored, validated, and documented as such. Explain‐
ability techniques such as SHapley Additive exPlanations
(SHAP)  [9] and the Linear Iterative Feature Embedding
(LIFE) algorithm developed at Wells Fargo [10] justify ad‐
verse action notices and produce the artifacts that support
each individual decision. The growing importance of
retrieval-augmented generation (RAG)  [11] and large
language models (LLMs)  [12] bears on the agentic AI
extension described in Section VIII.

III. Proposed Unified Architecture
The RTAD architecture is built from five layers: streaming
ingestion, a medallion Delta lakehouse, a central feature
store, a closed-loop ML decision engine, and a governance
and MLOps plane that covers the other four. Each layer is
designed to work with all the others, so the five layers are
interrelated components of one architecture rather than sep‐
arate systems added together. The overall architecture is
shown in Fig. 1.

A. Streaming Ingestion via CDC
CDC reads the write-ahead log (WAL) of the operational
database and publishes each committed row change as a
structured event to a partitioned Kafka topic. Reading the
WAL is the key difference from the trigger-based approach,
because it captures every change in the source system and
not only the rows that a periodic query would return. The
Debezium connectors support the principal relational
platforms, such as Oracle, PostgreSQL, and DB2, and
propagate schema changes downstream.

In the reference implementation described below, a
stream processor such as Apache Flink applies schema

enforcement and deduplication, and exactly-once writes are
guaranteed as commits reach the lakehouse. The exactly-
once guarantee matters for velocity features, because dupli‐
cate transactions in the feature store inflate velocities and
poison the downstream fraud model.

Fig. 1. RTAD reference architecture.

The end-to-end propagation latency from a source-side
database commit to a queryable lakehouse row decomposes
additively as

where  is the interval between a database commit
and the CDC connector reading the log,  is the la‐
tency between the Kafka producer and the consumer broker,

 is the micro-batch interval of the stream processing,
and  is the Delta Lake write transaction time. The
reference implementation measured these at the 95th per‐
centile (P95) as 1.8  ms, 12  ms, 4.5  s, and 0.35  s, for an
overall elapsed time of about 4.9 s. The largest contributor
by far is , which is controlled only by the configured
trigger interval. With continuous (non-batched) processing,
the implementation reduces  to less than 1  s, but this
needs about three times the resources of micro-batch pro‐
cessing. The trade-off between  and resource consump‐
tion varies with the use case, so it should be assessed case
by case rather than applied universally.

B. Medallion Lakehouse
The storage model has three zones. The Bronze zone holds
all raw event payloads and their metadata exactly as
received, and they are never altered, deleted, or overwritten.
It serves as the permanent record of events and the starting
point for reprocessing if schemas change downstream. The
Silver zone applies deduplication, type conformance, refer‐
ential integrity checks (which confirm that incoming data
relate to an existing entity in the enterprise master data),
and slowly changing dimension type  2 (SCD-2) logic. Its
output is a complete, consistent, and auditable view of each
customer across channels. The Gold zone holds business-
grade aggregate tables and feature sets for analytical reports
and ML model training pipelines.

(1)
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C. Centralized Feature Store
In production ML, online-offline skew is a subtle failure
mode. It occurs when the training pipeline and the serving
pipeline are meant to apply the same feature transformation
but diverge as the codebase and its configuration evolve.
The skew is defined formally as

where  and  are the batch and online transforma‐
tion functions applied to a raw record . A nonzero 
means that at serving time the model is evaluated on inputs
drawn from a different distribution than the one it was
trained on.

The feature store eliminates this by keeping a single
declarative definition, specified once and materialized in
two ways: into a columnar offline store with point-in-time
join semantics for training, and into a low-latency key-value
store (Redis or DynamoDB in the reference implementa‐
tion) for inference retrieval in under 10 ms. The offline store
must support joins that respect feature availability at the
time of each training label, not at query time. In one retail
fraud pilot studied, consolidating to a single definition
reduced  from 7.2% to 0.4% and gave a gain of 0.04 in
the area under the precision-recall curve (AUC-PR).

D. Decisioning Layer
The decisioning layer has four functional elements. A cus‐
tomer decision hub arbitrates the next best action by weigh‐
ing multiple candidates against the customer's current status
in real time and selecting the one with the highest expected
economic value at that moment. Model inference on graph‐
ics processing units (GPUs) provides the compute-intensive
scoring; in the reference implementation, the P99 end-to-
end time to complete a decision and return an action to the
customer is 96 ms, against 320 ms in the batch-era bench‐
mark. A deterministic rules engine sets hard eligibility rules
that a probabilistic model cannot override. Finally, the ex‐
plainability layer provides SHAP-class feature attribution
vectors for each action scored for the customer.

E. Governance and MLOps Plane
The governance plane is not a single component but a set of
cross-cutting capabilities used by the other layers. For every
model version in the model inventory, lineage records hold
the training dataset version, the feature store snapshot, and
the hyperparameter settings. Schema registries enforce
compatibility rules, so changes in upstream systems do not
break downstream consumers without notice. A unified ob‐
servability stack monitors and logs infrastructure, data qual‐
ity, and key performance indicators (KPIs), and threshold-
based alerts automatically open a governance ticket when a
KPI changes.

IV. Case Study Evidence

A. Wells Fargo
The Pega Customer Decision Hub (CDH) is a centralized
platform that manages all customer-facing activities across
digital interactions. The CDH includes an application pro‐
gramming interface (API) gateway layer for integration with
other systems, and it exposes generative AI capabilities to

downstream teams as task-specific APIs, so application
developers need no direct access to the underlying model
infrastructure. This level of abstraction is critical from a
governance standpoint.

NVIDIA GPU acceleration is used in credit decisioning
for nonlinear deep learning models, with the proprietary
LIFE framework supporting an 11-fold growth in interac‐
tions, from 21.3 million in 2023 to more than 245 million in
2024, a volume at which earlier batch decisioning stacks
would have failed. The LIFE model of Sudjianto and col‐
leagues  [10] estimates the final result as a linearly aggre‐
gated sum of model outputs, combining the per-model out‐
puts piecewise to produce the feature-level attributions
required for adverse action notices under the Equal Credit
Opportunity Act of 1974. For an average loan application,
40 to 80 attributes are considered, such as the applicant's
debt-to-income (DTI) ratio, credit score trend, and income
stability. Table 1 gives the structured before-and-after com‐
parison.

Table 1. Wells Fargo: Structured Before-and-After Comparison

Dimension Before (to 2022) After (2024)

Conversational volume 21.3 M/yr 245 M+/yr (×11)
Production ML use
cases

<100, batch 450+, real time

Fraud scoring Post-authorization
batch

Inline, <100 ms P99

Credit explainability Manual narratives LIFE, 40 to 80 features
AI business value Not quantified About $1.5 B/yr

B. PNC Financial Services
Before Customer Interaction Management (CIM), PNC had
no defined decision-making process across channels, and
conflicts were common. A customer could, for example,
apply for a balance transfer in the mobile channel and have
a credit limit reduced in the contact channel. With CIM, all
channels reach the same decision on the next best action be‐
fore engaging the customer.

The platform runs on Pega, whose rules and analytical
decisioning engine generates customer propensity scores
from near-real-time data as new interaction data accumu‐
late. From 2019 through 2022, messaging on the platform
grew by 577%, reaching an estimated 150,000 conversa‐
tions a month, 90% of which were resolved without transfer
to an agent. The Consumer Financial Protection Bureau
(CFPB) rule under Section 1033  [13] requires that con‐
sumers have access to their financial data through bank-
provided APIs. The key indicators are shown in Table 2.

Table 2. PNC Financial Services: Structured Before-and-After
Comparison

Dimension Before (2019) After (2022 to 2024)

Messaging volume Baseline +577% growth
Self-resolution Majority agent-led 90% self-served
Channel treatment Per-channel silos Single CIM arbiter
Decisioning cadence Monthly, rules only Real time, ML and rules
Data sharing Internal only API-based (1033-ready)

V. ML Governance Under SR 11-7
A model is a quantitative tool used to generate an estimate
from a set of input data  [1]. The definition covers feature

(2)



Conf. Proc. Sci. Manag., vol. 1, no. 2, 2026 Real-Time Decision Engines and Customer Analytics in Banking

16

pipelines as well as score-generating models, and all
of them are bound by four lifecycle requirements. The
proposed architecture meets the four SR 11-7 governance
pillars as follows.

Development and implementation: Every training run is
tracked in MLflow with the dataset version, feature store
snapshot, random seed, and evaluation metrics. The meta‐
data required for an SR 11-7 model development submis‐
sion are generated as a by-product of the training workflow,
not assembled by hand after the fact.

Independent validation: A separately staffed team
reviews the mathematical specification of each model, chal‐
lenges the distributional assumptions, and runs the chal‐
lenger model on a held-out dataset before any production
deployment. The validation team has read-only access and
can reproduce any training run from the MLflow registry.

Centralized inventory: A model registry in the lakehouse
lists every production model with its tier, owner, validation
status, feature dependencies, and retirement schedule. Delta
Lake's time-travel capability makes the registry easy to
audit, because the inventory can be retrieved as it was at any
earlier point in time.

Ongoing monitoring: Drift is monitored through four
kinds of signals: infrastructure health (for example, P99 API
latency, GPU utilization, and broker lag), data quality (null
rates, schema violations, and freshness compliance), model

statistical health (population stability index, Kolmogorov-
Smirnov test, and calibration error), and business KPIs
(fraud loss in basis points, next-best-action conversion rate,
and lift against control).

VI. Benchmark Evaluation

A. Experimental Setup
The reference implementation was deployed on a public
cloud against a synthetic workload calibrated to a mid-tier
US retail bank: 18 million active customers, an average in‐
gest rate of 220 events/s with an intraday peak of 4,400
events/s during card authorization windows, and 1,200 au‐
thorization-time decisioning requests at peak. The synthetic
transaction data were generated from anonymized card net‐
work authorization logs by fitting statistical distributions, so
the traffic kept the burstiness and temporal correlation of
real transaction data without any customer-identifiable in‐
formation.

The legacy baseline ran nightly ETL batch jobs on a
Hadoop cluster, with model scoring on a Teradata data
warehouse in the 3:00 to 6:00 AM window. The RTAD sys‐
tem used the same feature definitions, business logic, and
model architecture as the legacy system so that the compar‐
ison was like for like. All measurements were aggregated
over a 14-day evaluation period, and the results are given
in Table 3.

Table 3. Benchmark Results: Legacy Batch Versus Unified RTAD

Metric Legacy batch Unified RTAD Improvement or note

CDC latency (P95) 24 h 4.9 s >17,000×; dominated by  (4.5 s)

Feature retrieval (P99) Not applicable
(batch)

8 ms Redis key-value store; P50 = 2 ms

Decisioning round-trip (P99) 320 ms 96 ms 3.3×; GPU inference 41 ms of the 96 ms
Online-offline skew 7.2% 0.4% Single feature definition, (2)
Fraud model AUC-PR 0.71 0.78 +0.07; driven by feature freshness
Card-fraud loss (bps) 8.4 5.1 −39%; millions of dollars annually at scale
Model deployment lead time 8 to 12 weeks 3 to 5 days Automated CI/CD and MLflow registry
Compute cost per decision $1.00 (normalized) $0.62 −38%; steady streaming utilization versus batch burst
Governance evidence assembly Manual, days Automated, minutes >100×; direct SR 11-7 benefit

Note: All latency figures are percentile measurements averaged over the 14-day evaluation.

B. Key Findings
Table 3 supports three findings. First, latency improves be‐
cause batches are removed, not because individual compo‐
nents become faster. Once there are no batch boundaries
and data flow continuously, the slowest point in the chain is

, the micro-batch trigger interval, which is a config‐
urable value rather than a hardware limit. With  con‐
figured for 60 s, the total latency through the whole pipeline
is 4.9 s at an acceptable cost. With  set for continu‐
ous operation, the total latency is below 1 s at about three
times the compute cost.

Second, the AUC-PR increase of 0.07 may look modest
beside the other figures. For a mid-sized bank with a $30
billion credit card portfolio, the 39% reduction from a fraud
loss of 8.4 basis points represents about $100 million in
annual savings, before the cost of investigating claims and
disputing charges.

Third, the 38% cost reduction surprises engineers who
regard streaming infrastructure as expensive. Batch process‐
ing was provisioned for peak throughput over a three-hour
processing window, and the infrastructure stood idle for the
other 21 hours. Streaming infrastructure runs at moderate,
steady utilization 24 hours a day, so it is provisioned for av‐
erage rather than peak (burst) load.

VII. Closed-Loop Feedback and Observability
The correlation ID recorded in each decision rationale links
outcome events (charge-offs, fraud disputes, and accepted
offers) to the decisions that produced them, which creates
labeled training data automatically.

Fig.  2 shows the eight-stage closed-loop cycle: collect,
analyze, decide, explain, act, observe, refine, and optimize.
The real-time arc (stages 1 to 5) completes in less than
200  ms, and the learning arc (stages 6 to 8) takes from
minutes to hours, depending on how quickly retraining
is triggered.
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Fig. 2. Closed-loop decisioning cycle.

Drift monitoring is central to this cycle and relies on an
observability framework with four types of signals. Infras‐
tructure signals (P99 API latency, GPU utilization, Kafka
consumer lag, and error rate) can reveal early capacity is‐
sues that later affect model performance. Data quality sig‐
nals (null rates, schema violations, deviations from the ex‐
pected row count, and the freshness service level objective)
indicate data problems that can affect model performance
even when the effect is not visible for hours, as with data
freshness. Statistical signals (population stability index
(PSI) and Kolmogorov-Smirnov tests on the input feature
and output score distributions) and calibration error moni‐
toring give a further view of model performance. A PSI
above 0.1 on an input feature is an early warning, and a PSI
above 0.25 automatically opens a model review ticket. Busi‐
ness signals (fraud losses in basis points, the conversion dif‐
ference between next best action and control, and customer
effort score) show whether the architecture delivers value,
and they are tracked weekly.

VIII. Agentic AI on the Same Substrate

A. Architecture for Banking-Grade Agentic AI
LLM-based agents can invoke only the tools they are given,
but what happens when the outputs of separate tools be‐
come harmful in combination? Or when the model invokes
a tool that writes data without respecting the restrictions of
a deterministic workflow? The general response of the
research community to the risks of agentic systems is to add
guardrails, but the question of where the guardrails attach
remains open.

The solution proposed here is for agentic workflows to
use the existing decisioning infrastructure as a service. The
fraud model, eligibility rules engine, feature retrieval API,
and SR 11-7 audit log are not reimplemented for the agentic
context. The agent calls them as tools, in the same way that
deterministic flows use them. This gives a cleaner architec‐
ture and reuses the regulatory investment already made
without duplicating it.

The control system has four planes. The reasoning plane
consists of LLMs that generate plans. The memory plane
maintains a short-term session context and a retrieval-
augmented long-term memory  [11]. The execution plane

controls tool invocation according to each tool's capability,
and write tools require guardrail approval for every invoca‐
tion. The guardrails plane consists of a policy validator,
a personally identifiable information (PII) filter, a limit
gate, and a decision hub callout that checks for active
fraud alerts.

B. Worked Example: Paying Rent
When a user asks the agent to “Pay rent and split it with my
roommate,” the LLM breaks the request into five planning
steps: (1) retrieve the last rent payment to verify the amount
and the recipient; (2) check the user's current available bal‐
ance; (3) schedule the transfer to the landlord; (4) create a
peer-to-peer (P2P) request so that the roommate can pay
their share; and (5) confirm all actions with the user.

The first two steps use read tools (listTransactions and
getBalance) under the default scope. The third step,
scheduling a $1,400 transfer, needs a write capability, and
four guardrail checks must pass before the transaction exe‐
cutes: whether the recipient is on the verified payee list,
whether the payment reference contains PII, whether the
amount is below the auto-approval limit ($2,000), and
whether there is an active fraud alert. Each plan step and its
guardrail outcome are recorded in the lakehouse with a
shared correlation ID, so the full sequence can be
reconstructed under SR 11-7.

IX. Discussion

A. Practical Implementation Considerations
The results in Section VI come from one reference imple‐
mentation on a synthetic workload, so the figures will differ
between organizations. Several variables affect each institu‐
tion's implementation, including its legacy footprint, the
complexity of its data model, and how far it has progressed
in adopting ML infrastructure. In the case studies, the initial
CDC installation and ingestion into the Bronze zone stabi‐
lized after three to four months. Migration to a feature store
typically takes longer, 9 to 12 months, because feature spec‐
ifications developed independently by different teams over
time have to be reconciled.

The larger challenge is consistently organizational rather
than technical. Centralized feature stores and decision hubs
make business units depend on each other for coordinating
data pipelines and models. Features should be owned
through the centralized feature store, while models remain
owned by the line-of-business owners, who stay responsible
for their quality and integrity. Without a clear distinction
between the two, the feature store becomes a bottleneck
rather than an enabler, because every change request passes
through one central group that cannot see all downstream
uses of each feature.

B. Limitations
This work has limitations. The quantitative benchmarks
come from a synthetic workload; they validate the perfor‐
mance characteristics of the architecture but cannot replace
institution-specific pilots. The agentic AI architecture is
only beginning to appear in production and lacks the acces‐
sible operational track record of the streaming and lake‐
house components. The case study evidence was compiled
from publicly available information, and the cost models
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assume a large public cloud provider. On-premise deploy‐
ments will give somewhat different results, although the
other metrics should move in the same direction.

X. Conclusion
The move from batch to real-time decisioning is already live
and operational at Tier-1 banks in the United States. The ar‐
chitectural framework presented here gives mid-tier institu‐
tions a technical and governance-oriented method for adopt‐
ing it, with documented results: CDC latency falls from
hours to single-digit seconds, the online-offline skew that
degrades production models falls 18-fold, fraud losses fall
39%, and per-decision compute cost falls 38% relative to a
nightly-batch baseline.

The hard lesson is that the technical components, though
all necessary, do not deliver full value on their own. Value
multiplies when the governance framework treats model
risk as a design constraint rather than as a compliance
checklist, so the investment pays off both when regulators
review the system and when a model has to be retrained
quickly after an economic shock.

The unified substrate that supports deterministic ML de‐
cisioning today will also be the base for agentic AI. The
fraud model, eligibility rules, and audit log need not be
rebuilt for the agentic context; a reasoning layer that plans
and executes, rather than scores, consumes them as ser‐
vices. Banks that build the substrate well, with SR 11-7
compliance and real-time feature freshness from the start,
will find the extension to agentic workflows an incremental
integration rather than a ground-up redesign.
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